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This supplementary material extends our study to higher-resolution and more densely structured images, providing

additional experiments and analysis to further evaluate the performance and limitations of our method.

1 DIV2K Results and Analysis

Fig. 1. Rate–distortion comparison on the DIV2K dataset.

We evaluate CGVQ on the DIV2K dataset [1] and

compare it with the GaussianImage (GI) [2] baseline

in terms of rate–distortion performance. As shown

in Fig. 1, CGVQ consistently achieves higher PSNR

and MS-SSIM across a wide range of bitrates. The

performance gap becomes more pronounced in the

medium-to-high bitrate regime, indicating that our

method scales more effectively with increased rep-

resentation capacity. These results demonstrate that

CGVQ achieves a favorable rate–distortion trade-off

across diverse datasets, indicating strong general-

ization beyond low-resolution benchmarks such as

Kodak. By incorporating importance-aware structur-

ing into the quantization process, CGVQ allocates

bits more efficiently to visually significant Gauss-

ian primitives, leading to improved reconstruction

fidelity.

1.1 Qualitative Comparison

We further provide qualitative comparisons to analyze the behavior of Gaussian-based representations. As shown in

Fig. 2, CGVQ consistently produces sharper and more detailed reconstructions than the GI baseline across different

bitrate settings. The highlighted regions indicate that irregular and stochastic textures, such as fur, are particularly

well-suited for Gaussian-based representations. Such regions exhibit locally smooth yet non-repetitive variations, which

align well with the continuous nature of Gaussian primitives. Consequently, these textures can be reconstructed with

relatively high fidelity, and CGVQ further enhances detail preservation compared to the baseline.

This observation highlights an inherent bias of Gaussian representations toward non-structured signals, in contrast

to highly regular or high-frequency patterns. By incorporating importance-aware and structured quantization, CGVQ

more effectively exploits this property, leading to improved perceptual quality in these regions.
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Fig. 2. Qualitative comparison on the DIV2K dataset under different bitrate settings. CGVQ (top) preserves finer details compared to
GI (bottom), particularly in particularly in irregular and high-frequency regions.

2 Limitation and Analysis

2.1 Cluster Size Trade-off

Table 1. Quantization results with different cluster configurations.

Clusters PSNR↑ MS-SSIM↑ Bpp↓ Encoding(s)↓ Decoding(s)↓ Decoding FPS↑

10000-1 26.02 0.9529 1.32 32.57 0.00418 239.2

10000-4 28.01 0.9732 1.75 149.83 0.0094 106.4

10000-8 28.13 0.9738 2.00 255.11 0.0146 68.5

10000-16 28.16 0.9738 2.51 488.18 0.0253 39.5

20000-1 29.33 0.9796 2.64 34.32 0.0075 133.3

20000-4 30.71 0.9864 3.19 168.86 0.0134 74.6

20000-8 30.90 0.9866 3.45 285.18 0.0187 53.5

20000-16 31.18 0.9869 4.01 531.33 0.0300 33.3

Table 1 presents an ablation study on the number of clusters used in CGVQ. As the number of clusters increases,

both PSNR and MS-SSIM improve consistently, indicating that finer partitioning enables more accurate modeling of

heterogeneous Gaussian parameter distributions. However, this improvement comes at the cost of increased bitrate and
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computational overhead. Encoding time grows significantly with cluster size, while decoding latency increases and FPS

decreases. Moreover, the performance gain begins to saturate beyond a moderate number of clusters (e.g., from 8 to 16),

where only marginal improvements in reconstruction quality are observed despite substantially higher cost. These

results show a fundamental trade-off between representation fidelity and efficiency. In practice, a moderate cluster size

achieves the best balance between rate–distortion performance and computational cost, demonstrating the flexibility of

CGVQ in adapting to different application constraints.

2.2 Structured High-Frequency Limitation
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Fig. 3. Qualitative comparison on structured high-frequency regions. CGVQ better preserves regular patterns compared to GI under
similar bitrate settings. Original refers to uncompressed Gaussian representation.

We further analyze the behavior of CGVQ on challenging scenes with structured high-frequency patterns. As shown

in Fig. 3, although both compression methods operate at significantly lower bitrates than the original Gaussian-based

representation, CGVQ achieves noticeably better visual fidelity. In particular, regions with well-structured and high-

frequency patterns, such as plaid fabrics and text, highlight the limitations of Gaussian-based compression, while

homogeneous regions (e.g., sky or flat-colored clothing) reveal a different type of degradation. GI tends to produce

over-smoothed or distorted structures in high-frequency regions, indicating a loss of structural information, whereas

CGVQ preserves sharper edges and more consistent patterns, resulting in reconstructions that are visually closer to the

original Gaussian-based image output. However, in homogeneous regions with limited variation, CGVQ may introduce

slight noise, as quantization errors become more perceptible. These observations highlight the inherent limitations of

Gaussian-based representations in simultaneously modeling structured high-frequency patterns and uniform regions

under constrained bitrate. They also suggest potential directions for future improvement, such as increasing the number

of Gaussian primitives or adaptively allocating more representation capacity to challenging regions, to better balance

structural fidelity and smoothness, highlighting directions for future improvements in Gaussian-based compression.
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